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1. Introduction
In ancient times (the 1950s), computers did not ﬁt into your pocket, your backpack, or
even into normal-sized rooms. To input data, you’d have to give someone who operated
the computer paper cards with holes in them, or, alternatively, input data from a “terminal.”
These look a lot like PCs of the 1980’s, but they were essentially just keyboards and monitors
connected to a computer somewhere else that was probably the size of a room.

Figure 1. Not a computer—just a terminal connected to a computer.
There was an operating system called Unix that was written for these kinds of computers.
There were other operating systems out there, but Unix has had the most enduring inﬂuence.
If you’re using a Mac, its operating system is Unix-based. If you’re using a Windows PC, its
operating system isn’t Unix-based, which will make life diﬃcult for you. Maybe it’s time to
switch to Linux? I recommend Ubuntu, Xubuntu, or Linux Mint.
Anyway, back to what I was getting at, these mainframe computers went out of favor in leu
of personal computers, which were getting fast so quickly that it was cheaper to buy a new
computer every year instead of dumping millions into a supercomputer that would be slower
than the PCs that would be released a few years later. Few applications require truly beasty
performance, such as weather prediction. To put things into perspective, the laptop I’m
writing this on from four-years-ago cost $1,200 in 2011, but it outperforms supercomputers
made in the late 1980’s.
Things have changed lately though. Most people don’t own desktops anymore, and laptops
are often scaled down in raw power in favor of other consumer-oriented gains, such as
lower cost, lower battery life, etc. It’s likely that if you get a job somewhere doing work in
computational anything or are trying to do research of any sort, you’ll need to be able to use
a remote server to get substantive results in a timely matter.
This guide is intended to give you a basic run-down of using one of these. It provides
a list of basic commands with usage explanations to put you on ﬁrm footing for using a
remote, *nix based server. It’s not exhaustive, but it’s intended to take you from a state
of total confusion to one of general frustration—to a point where you can come up with
pointed questions that you can seek answers to on your own, instead of just not having a
clue what to even ask.
Ideally, this would contain a set of exercises, but that’s for another version. This simply
gives a rundown of the basics.

BASH YOUR WAY INTO BASH (VERSION 1.0)

3

1.1. Why use a remote server? There’s a bunch of reasons:
1.1.1. Less down-time. If you have but one laptop, you probably want to keep it with you, not
leave it on your desk at home chugging away at stuﬀ. Even with modern computers, some
pre-processing still takes days. If you were to bring it with you, a lot of computation-heavy
processes will eat your battery down.
If you’re using a remote server, you won’t have any of these problems.
1.1.2. Faster. Most servers are faster than laptops. For simple things, it’s often not worth the
trouble, but when something will take a week vs a day, conﬁguring a server might be worth
it.
1.1.3. Bigger Hard Drive. If you’re working with a lot of data and have a lot intermediary
steps, you can consume quite a lot of hard drive space quickly. While it might be possible to compress these outputs, this adds more complexity to your already complicated
computational processes.
Having a bigger hard drive makes things easier. You can just save a lot of your steps so
that when you change one part of your chain, you don’t have to start from scratch.
1.1.4. Collaboration. 1 If you’ve worked on a group project before, you know what a pain it
can be passing ﬁles around via e-mail or awkward thumb drive plugins. Do you know where
that drive’s been? Probably not.
With a shared server, you can upload ﬁles and download them from there. You can share
data without sharing viruses. Everything’s backed up beyond one computer. These should
give you a warm fuzzy feeling inside.
1.2. Terminal Illness: CLI vs GUI. The void of the terminal may be intimidating, but don’t
be afraid. Think of it as open to possibilities.
Whereas with a GUI, the possibilities are presented to you, explicitly and constrained, and
you have to click around in maze of windows and menus until you ﬁnd what you want to do.
Like a laborer in a boring factory, you must apply the correct levers in the correct order to
make the machine work.
In a CLI, you can simply utter an incantation into the abyss and, suddenly from the void,
magic comes forth. The terminal window may be unforgiving and have a steep learning
curve, but before you, the possibilities are endless.
Literally, endless. Anything your computer can do can be invoked from the terminal.
Multiple commands can be combined into single commands, as well, building more and
more powerful commands.
The good news, wizards are not born, they are learned. Today will be your ﬁrst lesson in
wizardry.

1

I also recommend a tool called git and a website called github for collaboration, but that’s a whole other
pdf.
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2. Logging In
You’ll need to open up a Terminal window (Mac/Linux) or use Putty.
In the Terminal window, do:
$ ssh username@hostAddress
username is your username. hostAddress is whatever the address of where you’re logging
into is—like 127.0.0.1—or an alias for it.
Our server will prompt you for a password. If we were being really secure, we’d use an ssh
key, but we wanted to keep it simple for now. When you type, you won’t see the letters or
anything appear—that’s normal.
To exit cleanly, there’s an exit command:
$ exit
You don’t always have to exit, but it’s nice to do so.
2.1. Creating an Alias. You’re probably going to get fed-up with punching all those numbers in every time you use the damn server, at least I do. That’s why you can create aliases
for particular servers.
To create an alias, open up a terminal window and type:
$ nano ~/.ssh/config
If you have a preferred text editor, you can use that (see Section 3.3).
Then add something like:
Host yourAlias
Hostname theAddress
User yourUserName
Replace yourAlias with whatever you want the server to be named, theAddress with the
server IP address or URL, and yourUserName with the username you’ll use to login. For
example, the department used to have a server called armstrong, and this is my old entry
for it:
Host armstrong
Hostname armstrong.arc.georgetown.edu
User des62
Then, when I wanted to connect, I just typed:
$ ssh armstrong
And after I gave my password at the prompt, I was connected.
2.2. Security. Servers are (typically) exposed to the full world wide web. This lets you login
from anywhere you have a connection, which is great. This also allows anyone to try to
login, and many people are trying, almost constantly, to break in.
Most often, they try to login as root, or as another username that’s easy to guess, like
admin or kerberos or support. Your username is probably not going to be attacked,
though I did see an attempt to attack as bob the other day.
That said, security isn’t something that magically gets applied to servers. Security is a
culture, and it’s achieved through secure practices. Please use a long password. A lot of
password managers ban dictionary words because they are guessable. I’m ok with using
dictionary words, but use at least four or ﬁve unique words, like “correcthorsebatterystaple”2
or something along those lines.
2

https://xkcd.com/936/
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Oct 26 15:25:29 wisdom sshd[11670]:
Connection from 176.215.4.171 port 51277 on 192.168.1.9 port 22
Oct 26 15:25:30 wisdom sshd[11670]:
Invalid user admin from 176.215.4.171
Oct 26 15:25:30 wisdom sshd[11670]:
input_userauth_request: invalid user admin [preauth]
Oct 26 15:25:30 wisdom sshd[11670]:
pam_unix(sshd:auth): check pass; user unknown
Oct 26 15:25:32 wisdom sshd[11670]:
Failed password for invalid user admin from 176.215.4.171 port 51277 ssh2
Oct 26 15:25:33 wisdom sshd[11670]:
Received disconnect from 176.215.4.171: 11: Bye Bye [preauth]
Oct 26 15:25:33 wisdom sshd[11672]:
Connection from 176.215.4.171 port 54475 on 192.168.1.9 port 22
Oct 26 15:25:34 wisdom sshd[11672]:
Invalid user ubnt from 176.215.4.171
Oct 26 15:25:34 wisdom sshd[11672]:
pam_unix(sshd:auth): check pass; user unknown
Oct 26 15:25:35 wisdom sshd[11672]:
Failed password for invalid user ubnt from 176.215.4.171 port 54475 ssh2
Oct 26 15:25:36 wisdom sshd[11672]:
Received disconnect from 176.215.4.171: 11: Bye Bye [preauth]
Figure 2. A couple break-in attempts on my own remote server. The attackers
are just guessing random, probable usernames.

Don’t actually use “correcthorsebatterystaple,” obviously that’s been taken.
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2.3. Aside: root, sudo, and Users. Linux keeps things safe in part through something
called permissions. Every ﬁle and folder on the computer belongs to a user, and users can
assign permissions to whether ﬁles can be read, written, or executed (run as a program) by
themself, by others in their “group,” and/or by everybody.
A lot of problems you’ll have in a Linux work environment are caused by user permissions.
While you don’t always have to know about them on a daily basis, you’ll at some point
encounter a problem caused by permissions, so I ﬁgured I’d pre-empt that point and write a
brief section about it.
2.3.1. Permissions. Sometimes, you might have problems because a ﬁle doesn’t have proper
permissions for being read by the user who needs it. In that case, you can change permissions
to be more lenient. In this situation, I recommend:
$chmod 755 PATH
Why 755? Think of it as three diﬀerent numbers: 7, 5, and 5. The ﬁrst number refers to the
privileges for the user who owns the ﬁle. The second refers to the privileges for a user in the
group. The third is the privileges for everybody.
So what do the numbers mean? Think of it as the sum of four numbers:
• Start with 0.
• If you’re granting read privileges, add 4.
• If you’re granting write privileges, add 2.
• If you’re granting execution privileges, add 1.
So the 5 allows users in the group and everyone to read and execute, but not write. This
is safer than granting full privileges, where anybody could change the ﬁle. Often, it’s not
an issue, but we want to be safe when possible. If you just don’t care, you can grant full
privileges to everyone with 777, but don’t say I didn’t warn you.
2.3.2. root. root is a special user on the computer that has access to the operating system.
It can create and delete users, install and update programs, and pretty much do whatever
the hell it wants.
sudo sounds / looks like some kind of martial art, like something Bruce Lee would yell
before kicking someone. It actually stands for switch user do—that is, switch to a particular
user and do something as that user. By default, sudo switches to root. A lot of commands,
at ﬁrst pass, don’t execute because they require root access. With sudo in front, they’ll run
great:3

3https://xkcd.com/149/
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Always be careful running things as sudo. sudo can do a great deal of damage to
your computer if used improperly. If getting advice oﬀ the Internet and it requires
you use sudo, make sure the source is trustworthy and that you understand what a
command does before you run it with sudo privileges.
3. Getting Around
The zen of an empty terminal window is nice, but it’s time to start ﬁlling up that empty
space and to get our bearings. These commands in this section allow us to see where we
are, what is elsewhere, and to change locations.
3.1. Seeing. While working in the terminal, you will always have a location of sorts—a
present working directory. To see what that is, type pwd and press enter:
$pwd
It should print out something like /home/yourUserName. When you login, you start in your
own home folder. This is represented by a ~. When I run pwd I get something like:
dan@wisdom:~$ pwd
/home/dan
Neat.
Now that we know where we are, how about we take a look around. This requires the ls
command:
$ls [PATH]
The path is optional; by default, it does the current directory. I currently get:
dan@wisdom:~$ ls
w2v-train.py word2vec-model.pkl
though if there’s nothing in the folder, you’ll get nothing back. If you want more details:
dan@wisdom:~$ ls -l
total 40140
-rw-rw-r-- 1 dan dan
1203 Sep 28 20:05 w2v-train.py
-rw-rw-r-- 1 dan dan 41097214 Sep 24 19:07 word2vec-model.pkl
The beginning of each line contains the permissions I talked about previously, a bunch of
other details. Either way, you know it’s there now.
3.2. Moving. We can change present working directories with the cd (change directory)
command:
$cd PATH
To go up a directory you can do:
$cd ..
or if we’re in a folder that contains a folder named blah that you want to change to, you can
do:
$cd blah
or if you want to go straight to the share folder under home, you can do:
$cd /home/share
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3.3. Looking at Stuﬀ. Perusing the contents of a computer gets to be a bit dry after a
while. It would be nice to look into the contents of the computer and see what’s inside the
ﬁles.
If you just want to see inside, a command called less works:
$less PATHTOFILE
This is a simple viewer. You can scroll with the arrow keys, space bar does whole pages.
Quit by pressing “q.”
There are a number of editors also available. Commonly used these days is an editor
called nano. The commands are on the bottom of the page, the ^ means Control, so like ^X
means Control + X.
Two more traditional editors are vim and emacs. There’s been a holy war between the two
since the dawn of time. They both have steep learning curves. I grew up with a sys admin
friend who indoctrinated me into the Cult of vi. However, I’ve seen emacs users perform
miracles. As a counter-point, vi is on every Linux/Unix-based computer, guaranteed. It’s a
personal choice, really.
3.4. Aside: man Pages. man is a command that opens up the “manual” pages for a document. If you’re ever curious about what more any of these commands—or any command at
all—can do, you can type:
$man COMMAND
It will bring up something like less that shows a document explaining how a command
works.
Sometimes the man pages aren’t enough. That’s ok. In that case, try Google or your own
favorite search engine. There’s nothing shameful in that. In fact, half of what I do is Google
stuﬀ until I ﬁnd the trick or tricks I’m looking for to solve the problem I have.
4. Manipulating Stuﬀ
This section is all about manipulating ﬁles and folders. Copy, cut, paste, delete, making
folders, etc. This is something you take may take for granted on a GUI, but on a CLI, you
need explicit commands for.
4.1. copy. You might want to copy and paste stuﬀ. Pretty common computer thing, ya know.
You can do this with:
$cp SOURCE DESTINATION
So let’s say you want to copy the example word2vec training Python script from its location
in the share folder to your home folder so you can modify it. The command is:
dan@wisdom:~$ cp /home/share/examples/w2v-train.py w2v-train.py
This works because I’m currently in my home folder. I could also do the more verbose
version:
dan@wisdom:~$ cp /home/share/examples/w2v-train.py /home/dan/w2v-train.py
This would work from anywhere on the computer.
4.1.1. Copying whole folders. You might copy something more than a ﬁle at some point—
instead, perhaps, a whole folder:
$cp -r SOURCE DESTINATION
The -r is an option. This particular option stands for “recursive”—in other words, in
copies everything from a folder recursively, all the way down.
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4.2. Creating Folders/Directories. To create a folder, you do:
$mkdir PATH
Pretty straight forward.
4.3. More destructive commands. There are two more ever useful commands for manipulating ﬁles and folders: mv and rm. mv “moves” stuﬀ, i.e. it cuts and pastes stuﬀ. rm
“removes” it, as in, deletes it.
$mv PATH DESTINATION
$rm PATH
So if I want to rename a ﬁle called foo.txt to goo.txt, I can do:
$mv foo.txt goo.txt
or if I want to delete a ﬁle called goo.txt
$rm goo.txt
or delete a whole folder called gooFolder
$rm -r gooFolder
To make it abundantly clear, rm DESTROYS SHIT. THERE IS NO RECYCLE BIN. YOU
HAVE BEEN WARNED. (Protip: You can make a ~/trash/ folder, and mv things you want
to get rid of there.)
4.4. Aside: rm -rf /. DO NOT RUN rm -rf / or sudo rm -rf /. Let’s break this down
as a teaching exercise:
• sudo — this runs a command as root, giving powers over the critical components of
the computer.
• rm — the command we’re running. As you know, this deletes stuﬀ.
• -rf — these are the options. Two have been used: r for recursive, but now instead of
copying, we’re deleting. f is for forceful.
• / — This is the path. / represents the lowest path on the whole computer. All other
paths are underneath it.
Eﬀectively, running this command will delete everything on the computer. So, be careful,
especially when running commands oﬀ of the Internet.
5. Uploading/Downloading Stuﬀ
It’s, of course, possible to edit and view things directly on the server. We’ll talk about that
later. Your options for editing are going to be a bit constrained though, and you might not
trust the reliability of the server—typically, it’s a good idea to have everything backed up on
two diﬀerent hard drives, and the server counts as one. Also, if you actually saw wisdom irl,
you might not trust it 100% either.
And even if you did choose to do everything server side, you’re still going to want to put
data on and take it oﬀ. So, for that, we’re going to use scp:
$ scp SOURCE DESTINATION
Note that you run this command from your local machine. You download and upload with the
same command, too; you just reverse SOURCE and DESTINATION.
For example, let’s say in the directory I’m currently in, I want to upload the ﬁle foo.txt
to wisdom.
$ scp foo.txt wisdom:~
foo.txt is the ﬁle I’m copying. That’s local. The other part requires some explanation.
wisdom is the host; is the path where the ﬁle goes on host. You can put any valid path on
the host, so I could upload directly to the share folder
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$ scp foo.txt wisdom:/home/share
Though you’ll have to make sure the permissions (Section 2.3.1) are good to make sure it’s
actually share-able. Then, to download it:
$ scp wisdom:/home/share/foo.txt .
or from your home directory
$ scp wisdom:~/foo.txt .
You can rename it too, on the return:
$ scp wisdom:/home/share/foo.txt goo.txt
So what was foo.txt in the /home/share folder on wisdom has been copied to a ﬁle
goo.txt in the current working directory.
6. Running Stuﬀ
6.1. Python and Perl. If you want to run a python or perl script, it’s pretty straight
forward:
$ python script.py
$ perl script.pl
While not a perl hacker myself, I can give you a few tips for interacting with the command
line in Python. If you want to just launch the interpreter, you can type just python:
$ python
One handy option is the -i option. This dumps you out into the interpreter after a script
runs so you can debug stuﬀ.
$ python -i script.py
Some scripts require command line arguments, like the ﬁlename of some ﬁle you want to
open and manipulate, or a directory path. These follow the script name:
$ python script.py foo.txt
script.py probably starts something like:
import sys
filename = sys.argv[1]
fstream = open(filename)
# ... etc.
sys.argv[0] is the ﬁlename of the script. Not sure why you’d ever need that, but there ya
go.
6.2. CoreNLP. You might want to do some data processing with Stanford’s CoreNLP. This
is free for research purposes, state of the art, and a lot easier than implementing all of these
on your own:
• Sentence and Word Tokenization
• Lemmatization
• POS Tagging
• Parsing
• Named Entity Recognition
• Coreference
You can feed CoreNLP individual ﬁles, but I recommend using a ﬁle list: a text ﬁle where
each line is a path to a document.
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$ ls TARGETDIR > filelist.txt
$ export CNLP="/home/tools/stanford-corenlp-full-2014-08-27"
$ java -cp "$CNLP/*" -Xmx4g edu.stanford.nlp.pipeline.StanfordCoreNLP $*
-props cnlpprops.txt -filelist filelist.txt
TARGETDIR should be a path to the directory where you have your corpus, divided up into
separate ﬁles—one text ﬁle per document you want to process. cnlpprops.txt should
contain something like the following:
$ annotators = tokenize, ssplit, pos, lemma, ner, parse, dcoref
Each ﬁle will have a corresponding XML ﬁle output with all of the NLP annotation you need.
6.3. Keep Stuﬀ Running After You Log Out. One of the biggest advantages of using the
server is that you can let stuﬀ run while you’re not logged in. To do this, you use screen.
Before executing your commands, type:
$ screen
You’ll be in what looks like a new terminal window—and it is, essentially. Run your commands, then press Ctrl + a, then press d. This will “detach” the screen, and you’ll be back
at your old terminal window.
To get the screen back, type:
$ screen -r
When you’re done with a screen, while inside the screen that gets detached, type exit.
6.4. OH NO IT WON’T STOP HOW DO I KILL IT. Sometimes your programs will get
out from under you, and you need to stop them with brute force.
To do that, press Ctrl + C. That will send an interrupt to the program to tell it to stop
running.
Killing programs running in the background is a little more complicated. You need to
ﬁgure out the process id, or pid, and then run a command called kill to kill it. You can ﬁnd
the pid with a command called top.
7. Some Other Commands
I’ve only scratched the surface here. There’s tons of other commands out there. Here’s a
list of a few that you might want to Google later:
• find — for ﬁnding ﬁles.
• egrep — for ﬁnding stuﬀ inside ﬁles.
• git — version control.
If you’re not sure how to do something, you can always Google “how do I do thing on
Linux/OSX Terminal,” and there’s tons of help out there.
A pro-tip: you never should have to do anything on the computer that’s redundant or
repetitive.
You should probably learn vim or emacs at some point. nano is ok, but vim and emacs
are extremely powerful text editors.
7.1. Fixing Things / Asking for Help. When things break, you should probably try to ﬁx
it yourself ﬁrst. The general process for this:
• Figure out the place where you think the error is coming from.
• Stick a print statement or echo or something after that point.
• Repeat this until you’ve found the exact point where things go haywire.
• Figure out why that’s breaking things.
• Fix it.
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Computers are extremely nitpicky, and any small deviation from expected patterns will break
code from running. The computer will constantly and incessantly challenge your tolerance
for ambiguity and pragmatic inference, like a child asking “why” until you end up just say
“it just is.”
Sometimes that won’t work, and you’ll need to ask for help. Given the computer’s need
for extreme detail, writing for help with a message like “help it’s broke” is about the most
assinine thing imaginable.
When you send a bug report or a request for help, you need to provide the following:
• What exactly you were doing when the bug occurred.
• Commands issued / scripts run.
• The data you were running the commands on.
• The error message—it might look like garbage non-sense, but I swear it’s not.
Understand: in order for a bug to be ﬁxed, it must ﬁrst be reproduced by the person trying
to help you. Only then can it be ﬁxed. Without all those details, it’s like asking a doctor to
perform surgery over the phone—forget it.
A good place for getting general help is a website called StackOverﬂow. There’s a review
process for both questions and answers there. Someone might have run into your problem
already, with an exhaustive answer.
8. Wrap Up
By now, you should know how to:
• login.
• create aliases.
• practice safe, basic security measures.
• deal with issues related to users and privileges.
• change directories and see what’s inside them.
• look up documentation for programs.
• copy, cut, and delete ﬁles.
• create directories.
• upload stuﬀ to a remote server.
• run Python, CoreNLP.
• keep stuﬀ running after you log out.
• kill runaway programs.
• ask for help.
These are just the basics, but this should place you on ﬁrm footing for learning what you
need to get the task at hand done. There really is no state where you’ve learned everything—
there’s always more to learn, so don’t feel bad about not knowing something. Look it up,
ﬁgure it out.

